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Abstract. We present a continuous integration and deployment (CI/CD)
framework for Soccer Simulation 2D. On the one hand, we aim to share
that system publicly with the community and, therefore, describe its
components and their composition. On the other hand, we relate statis-
tics produced by that system to concepts from reliability theory, which
facilitates the derivation of reliabilty metrics for assessing a team’s de-
fensive performance. In line with that, we present the results of a com-
prehensive case study in which the CI framework was utilized to find
critical game situations, uncover weaknesses in the playing behavior of a
soccer simulation team, and implement and evaluate appropriate counter
measures.

1 Introduction

The traditional approach to developing and debugging agents in Soccer Simula-
tion 2D — as well as to agent-based programming in general — has often been to
program and improve components of their behavior iteratively and episodically:
A human developer observes some sub-optimal playing behavior, infers the po-
tential causes in the source code, programs some counter measures or improved
versions of existing algorithms, evaluates them by a handful of test situations or
matches, and when having approved the changes made, commits them to some
code repository. Over the years, a number of approaches, tools, and methodolo-
gies were established to improve and support the sketched workflow. Layered
disclosure as introduced by Carnegie Mellon’s soccer simulation team [13] was
one of the successful early approaches frequently adopted by other teams to allow
for a goal-directed inspection of an agent’s internals boosting the capabilities of
developers in debugging agent behavior and in learning from logged data.

Over the years, the official tools maintained by the 2D Soccer Simulation
community, most prominently the monitor and log player tools [1], became ma-
ture and incorporated more and more facilities that allowed for enhanced match
analysis. Likewise, many active soccer simulation 2D teams have developed — and
often released to the public — their own tools to support development, debug-
ging, and agent analysis. Those include the set-play mechanism by FC Portugal



[9], the Soccer Reporter and itas2d-window tools by ITAndroids [16], or the
AutoTest2D scripts by WrightEagle [2].

While the general procedure discussed above is suitable for prototyping, cor-
recting (obvious) errors, and often implies some (programming) fun, it quickly
comes to its limits when questioning the impact of changes to the playing perfor-
mance of a team. Due to the inherent stochasticity of soccer simulation and the
enormous heterogeneity of opponent teams’ playing strategies, it is very chal-
lenging to foresee the exact influence of specific code changes at large. At this
point, evaluations by playing a larger number of games and drawing statistically
reliable conclusions from them comes in. While this idea is not new — several
robotic soccer simulation teams have published related approaches (cf. Section
2.3) —, the system that we outline in the next section and that we share as open
source with the community has the property of implementing the continuous
integration and deployment (CI/CD) approach. It facilitates the automatic gen-
eration of numerous statistics that allow developers to immediately spot and
further analyze weaknesses in a team’s performance. Moreover, in Section 3,
we propose casting the problem of defending in robotic soccer as a reliability
problem where conceding a goal is considered a failure. Utilizing concepts and
approaches from the field of reliability theory and engineering, we then show in
Section 4 how the outputs created by our CI/CD system can be further pro-
cessed and deployed to obtain reliability metrics. This enabled us to discover
and repair flaws in our (FRA-UNIted) robotic soccer team’s tactics.

2 A Continuous Integration Framework for Soccer
Simulation 2D

The FRA-UNIted team [4] has an extensive history resulting in a sizable C++
codebase, posing challenges for making confident changes without adequate safe-
guards. Implementing a continuous integration and deployment strategy can
mitigate these risks. However, evaluating the team’s performance based on a
few games is insufficient. As argued in [6], conducting approximately a thousand
games is most often sufficient to obtain a reliable assessment of whether recent
changes have had a positive or negative impact.
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In order to implement this the flow in Figure 1 is executed in parallel on
20 computers. This process usually starts at night, when students have left the
university. Each one of these computers will first download the current set of
instructions, including specific teams for left and right side (dubbed “home” and
“away” team, subsequently), or the current team code from git, respectively. In
addition, the number of matches and some configuration options can be specified.

Thereafter the envisaged number of games is executed in parallel using the
HLM tool — “Hechi’s League Manager”, initially developed by team KickOff-
TUG’s Hechenblaickner [7] and used as official league manager at RoboCup
events for years. As all the produced log files would be way to much to keep,
only a condensed version is upload to the back-end, where finally outliers in this
nightly set of games are identified. The main idea is, that outliers are probably
either exceptionally good or bad, and might be helpful to replay and beneficial
for further analysis in order to improve our team code.

2.1 System Architecture

Besides the general flow of steps, the overall architecture will be explained now.
Figure 2 shows both, components involved and the detailed flow of activities that
are taking place. The whole process is initiated by all clients by downloading
the latest instructions from the back-end at 8 pm. Numbers show the order of
activities ending in storing outlier information. In addition, a web front-end is
provided to analyze different statistics. Small parts of the front-end are shown in
Figure 3 and will be discussed in Section 4. The front-end also enables the user
to adjust the instructions to run at night (team setup, number of games etc.).
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Fig. 2. Mixture of CI/CD Architecture and Activity Diagram

Docker is used on the clients as well as the server side. On the server, a
Docker compose is running containing the back-end (together with the compiled
front-end), a MongoDB and our outlier detector. The clients also utilize Docker



to have a reliable setup and to not interfere with the specific software setup of
the client. That sets the stage every night for a clean environment. This is not
the same setup, that is run at the world championships, where each and every
agent is running in a separate container. Instead all 22 agents and the Soccer
Server run jointly within one container.

2.2 Open-Source Release

The source code of our CI/CD setup is released as open source in a collection
of four GitHub repositories'. As described above, these repositories together
achieve our night CI/CD setup to run and analyze a thousand games a night.

2.3 Related Work

Approaches similar to the one we have sketched above have already been taken
by other Soccer Simulation 2D teams. Team Helios [18] uses a performance as-
sessment system, which leverages SlackBot, Amazon S3, and Google Sheets. Its
users are empowered to initiate tasks via SlackBot, specifying branch, opponent
details, and the desired number of games. A server orchestrates the allocation of
client machines to tasks based on CPU load, abstaining from assigning tasks to
heavily burdened computers. Subsequently, client machines execute designated
games, process resultant log files into CSV format, and upload them to shared
storage platforms such as Dropbox or Amazon S3. These CSV files are then con-
solidated within a Google Sheet, facilitating user access for performance evalu-
ation purposes. Team Fractals [12] also performed extensive evaluations of its
team and variations thereof in the context of a guided self-organization method-
ology to optimize team performance amidst the fluctuations inherent in the
non-deterministic RoboCup simulation environment. The authors developed and
analyzed a newly proposed method called Dynamic Constraint Annealing whose
execution took approximately three days of computation on a high-performance
cluster running 100 parallel games in the RoboCup Soccer Server’s synchroniza-
tion mode, with each game taking approximately 2 minutes. Team Cyrus has de-
veloped the AutoTune2D tool [15] which is an extension of the older AutoTest2D
system [2] and which allows researchers to fine-tune parameters that influence
a team’s playing strategy. Finally, it should be noted that CI/CD approaches
are not unique to the simulation league, but have been applied in robot-based
RoboCup leagues as well, for example in the Standard Platform League [3].

3 Basics of Reliability Theory

In the subsequent section, we adopt a reliability engineering approach to ana-
lyzing the performance of a team (more specifically, the performance of a team’s

! https://github.com/godehardt/fraunited-backend,
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https://github.com/godehardt /fraunited-ci



defense). For that reason, we need to briefly introduce some basics of reliability
theory here, also pointing to [8] and [11] for the interested reader.

Reliability theory is the branch of statistics that focuses on the application of
probability theory in an engineering context to the modeling of the occurrence
of events such as failures and the prediction of success probabilities. In related
research disciplines the same mathematical concepts are applied under the names
survival analysis (biostatistics), event history analysis (sociology), or duration
analysis (economics). Events of interest may, thus, include the death of a living
being, the failure of a mechanical system, or — as in the case of robotic soccer
— the conceding of a goal (which somehow represents the failure of a team’s
defense).

Random Time to Failure In terms of reliability, the time to failure is modeled
as a random variable T' where P(t < T < t + At) denotes the probability
that the time to failure is in the interval [¢,¢ + A). Accordingly, the failure
probability density function f and distribution function F' are defined as usually
in probability theory as

. P<T<t+ A
T

and F(t) = ; f(x)dx (1)

where the latter also represents the probability that a failure occurs by time ¢,
which in the soccer domain boils down to the probability that a goal is conceded
by t.

Reliability Function The complement to F' is represented by the chance of being
successful at least until ¢, e.g. keeping a clean sheet in soccer. This complement
is called the reliability function R and denotes the probability that the time to
failure is larger than ¢ (i.e. T > t):

R(t)=P(T>t)=1- F(t) = /tm f(x)dz. (2)

Failure Rate and Hazard Rate Interestingly, research in reliability theory has
shown that the density function f is not very useful in practice which is why the
failure rate function A is derived. It represents the ratio of the probability that a
failure occurs per unit time within some interval [¢,t + At) and the probability
that the system has survived faultlessly up to t:
)\(t)—P(tST<t+At) 1 _ F(t+ At) — F(t)
B At P(T>t) At - R(t)
The limit of the failure rate for ¢ — 0 is called the hazard rate h, for which we
obtain from Equation 1 that
F(t+ At)—F(t)  f(¥) . —(R(t+ At) — R(¥)) d

h(t) =1 = =1 = ——In(R(1)).

= = rm R() — Atso At~ R(1) g ED)

3)

In our notion, the hazard rate is the instantaneous rate of conceding a goal at
time ¢ given that the team has not received a goal against up to t.




Goal Rate Although there is some minor difference in the definitions of hazard
and failure rate, they are often used interchangeably in the literature. Therefore,
we will subsume them, calling it the (opponent) goal rate g(t), subsequently. The
goal rate will, in general, change over the course of a match, varying depending
on play modes, ball position on the pitch, or playing strategies of the teams. In
the next section, we will inspect the goal rate with the help of the presented CI
system for a number of specific match situations.

4 Case Study

The case study delineated in the following is meant to showcase the usefulness of
the presented CI/CD system and, beyond that, show how ideas from reliability
theory can well be applied in the domain of robotic soccer.

4.1 The Changeover Anomaly

When applying the CI system regularly in the course of preparing for the RoboCup
2023 tournament, we soon discovered an anomaly within the visualized results
and statistics produced by the React web application that is part of the CI
system’s back-end. Among the many statistical visualizations [17] is a goal his-
togram which consistently showed a peak of goals conceded right after the half-
time break. Figure 3 (left) provides an impression of that anomaly for a series of
3000 matches of our team, FRA-UNIted, against the 2022 champion team Helios
[18]. Using a bin size of 100 time steps, the summed amount of goals seems to
be nearly constant on average throughout the 6000 time steps of a game, except
for the beginning where both teams score less which can easily be explained
by missing knowledge about heterogeneous player types [10] which are typically
inferred after a few hundred time steps. Quite remarkably, however, the curve
of goals conceded by our team (blue in the left chart of Figure 3) contains an
outlier right after the changeover with almost three times as many goals per bin
as during the rest of the match.

We first speculated that this may be caused by defective tactical assignments
of players to to-be-marked opponents which are determined by the coach and
communicated to players using the Coach Language [14] or by a (partial) reset of
those assignments at half-time. Although this calculation and ensuing interaction
between agents had proved to be fragile in previous times (as delineated in [5]),
we could verify that this is not the root of the anomaly on this occasion.

A second conjecture, which we also soon discarded, was that there might be
an issue in the way the side changeover at half-time is realized in our agents’
world models. In this context, we once again employed the CI system to generate
another series of (9000) matches against the same opponent team, however, with
sides flipped, i.e. the fixture was now Helios vs. FRA-UNIted. While the average
scores of both series did not show a significant change (0.59 : 1.83 for the first
series, and 1.77 : 0.59 for the second one), the distribution of goals along the
time looked quite different as shown in the right part of Figure 3. The peak at
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Fig. 3. Original Screenshots from the CI System’s React Web Application Visualizing
Game Series Statistics Produced by its Python-Based Statistics Tool. Here, the total
time of a match is binned using 60 bins, i.e. a window size of 100 time steps. Left: Goal
histogram for 3000 matches with FRA-UNIted as the home team, shown in orange,
and Helios as the away team, shown in blue. Apparently, something peculiar is going
on at half-time breaks. Right: Goal histogram for 9000 matches with sides swapped,
i.e. Helios is now the home team (its goals in orange) and FRA-UNIted the away
team (blue). Obviously, the goal distribution seems to have changed when swapping
sides. Note: Both figures show total number of goals summed over different numbers
of matches (3000 vs. 9000). Therefore, the ordinates are scaled differently. For the mid
and end of each half-time not much has changed (e.g. about 100 goals for Helios in bin
9 (left) and 300 goals in bin 9 (right) from three times the number of games), but for
the beginnings of the halfs the curves differ a lot.

half-time disappeared, whereas the slope for the team playing from left to right
(home team, orange curve, i.e. Helios in the 2nd series) at the very beginning of
the match was much steeper.

The Soccer Server lets always start the game with a kick-off for the home
team, whereas the away team kicks off to the second half of the match after the
half-time break. Given that in the first series the considered opponent Helios
was always the away team and, thus, had a kick-off in each game at half-time
(t = 3000) and in the second series at game start (¢ = 0), we concluded that
the initially mentioned peak in goals against FRA-UNIted must be attributed
to a poorly-developed and suboptimal behavior of our players during opponent
kick-off situations.

4.2 The Glee Didn’t Last Long: Conceding Goals After Scoring

According to soccer rules, a single kick-off for the opponent team is unavoidable
in any match (either at the beginning or at half-time). Yet, another kick-off is
awarded to the opponent after each goal that our team has shot. The conclusion
from the previous section, hence, also elicited a profound realization: The joy
after having scored a goal may, after all, not last long, if the opponent’s proba-
bility of scoring a goal right after the immediately following kick-off is high. In
order to thoroughly examine this question — and in so doing to confirm that the
delineated weakness is really due to kick-offs — we once again utilized the data
produced by the CI system discussed above.
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Fig. 4. What Happens After Having Scored: The chart focuses on the 600 time steps
after our team has scored a goal and the immediately following opponent kick-off has
taken place, aggregating data from 3000 matches. After a little more than 100 time
steps, the goal rate of the opponent increases severely while the reliability of our defense
drops sharply. This is in stark contrast to the overall “normal play”, i.e. the average
over all game situations over all 3000 matches, which are drawn in gray color with cross
marks, where the goal rate is approximately constant.

The back-end of the CI/CD system we are releasing here also contains a
Python-based analyzing tool which is utilized to generate match statistics in
JSON format stored in a local database (cf. Section 2.1). We used that data
and applied various approaches from reliability theory (cf. Section 3). Knowing
that a kick-off takes place after goals, we selected the subset of match situations
unfolding after our team’s goals, excluding, however, those that took place near
the end of a game or shortly before the half-time break in order to avoid the
well-known censoring problem in reliability theory [8].

Figure 4 plots the reliability function R(t) (cf. Equation 1) for the time after
our team has scored a goal (i.e. goal for FRA-UNIted at to = 0) where, as dis-
cussed in Section 3, R refers to the probability of surviving without conceding a
goal till time ¢ (¢ > to). More interestingly, that chart also contains the hazard
rate function h(t), which we refer to as goal rate ¢(t), that denotes the instan-
taneous rate of receiving a goal at ¢ > tg. The data is based on 3000 matches
with about 1600 goals for FRA-UNIted and immediately following kick-offs for
Helios and has been binned with a window size of 25 time steps to produce more
readable figures. For comparison, the reliability function and goal rate as they
emerge on average during “normal play” are plotted as well. While the goal rate
in normal play is constant at g(t) = 0.0076 (so many goals are hit within a time
window, i.e. within 25 time steps, on average) it peaks with a value almost four
times as high (0.03) after circa 100-125 time steps after a kick-off (immediately
after a goal by us) has taken place. Note that these numbers exclude kick-offs
that took place regularly, i.e. at the start of a half-time. In a separate analysis
(not plotted for readability) we confirmed that the reliability function and goal
rate for those “regular” kick-offs at half-time or game start are nearly identical.



4.3 Eradicating the Kick-Off Weakness

After acknowledging that our defense’s reliability right after having scored a
goal, i.e. during opponent kick-offs, is clearly below average, we started working
on improvements. The details of the flaws found and belonging corrections are
beyond the scope of this paper and can be read in a future team description paper
[4]. In brief, we noticed subpar distances between our defenders and their to-be-
marked opponent players in conjunction with at times undetected role changes
by opponent attackers, often resulting in attackers overrunning our defense line.

Most of all, however, we had to admit that opponent kick-off situations were,
in general, far less than perfect tested by our (human) team members. This is
because human-based development and testing (even when improved by means
of layered disclosure, as described in Section 1) focuses very often on partial
matches with the team under development as home team (i.e. kicking off at
game start) and some arbitrary (last year’s) opponent binary as away team
(thus, not kicking off at game start). Such development test games are often
interrupted by the developer as soon as a goal is shot by either team or some
other interesting event occurs that seems worth analyzing in the log files. This
way, however, often partial matches with a duration of less than a half-time are
inspected which do not include any opponent kick-off, which is why those events
are extremely underrepresented and flaws are hardly recognized.

Although this delineation is episodical for our team we are, on the one hand,
convinced that it holds for other soccer simulation 2D teams as well. On the
other hand, the described experience makes a strong case for the introduced CI
system which automates much of the testing and assessment work and, in so
doing, aims at preventing the mentioned problem of underrepresenting certain
match situations.

Results The effectiveness of the improvements can be read from Figure 5. Uti-
lizing the CI system once again, we ran another series of 3400 test matches in
the same set-up as before, this time, however, employing our mentioned kick-
off-related modifications. Again, our focus was on the reliability (top left) of our
defense in preventing opponent goals as well as on the goal rate (top right) that
emerges after our team’s goals and the immediately following opponent kick-off.
Apparently, although still worse than during normal play, the defense reliability
(top left) after opponent kick-offs could be improved significantly when com-
pared to our team’s original (released 2023 binary) version. This is also reflected
in the goal rate arising after our goals and the subsequent opponent kick-offs
(top right part of Figure 5), whose peak at ¢t € [100,125] could be mitigated
clearly.

The top right diagram contains two further curves which refer to the cumu-
lated goal rate G(t), for which Equation 3 yields

_ [ _[f@
Glt) = /O g(x)dz = /O oy de = —In(R(D).

The curves put this value G(t) in relation to the cumulated goal rate during
normal play (plotted on the secondary ordinate, with 100% representing normal
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Fig. 5. Efficacy of Counter Measures Against the Detected Kick-Off Weakness: Both
charts in the top row contrast reliability and (cumulated) goal rate before (“original”)
and after (“improved”) having implemented counter measures. The goal histogram
charts in the bottom row were generated with the presented CI system.

play). Apparently, our team’s cumulated risk of receiving a goal (within 600
time steps) after having shot a goal used to be 39.0% higher than during normal
play, whereas it is only 12.8% higher after our modifications, hence proving their
effectiveness using the CI system.

Returning to the changeover anomaly, the two bottom charts of Figure 5
which were automatically rendered by the CI system, prove that our modification
had the same positive expectable impact on what happens after the opponent’s
regular kick-offs at half time. The magnitude of the goal peak at half-time relative
to the general distribution of goals could be reduced significantly. Note that these
histogram charts plot total numbers originating from different amounts of games,
therefore being scaled slightly differently.

Discussion The CI system is composed as a loose coupling of a set of components
and, therefore, provides the flexibility to shift the focus to other game events as
well. For example, we have done a brief analysis on the vulnerability of our
team’s playing behavior after opponent free kicks and corner kicks. As can be
seen in Figure 6, we obtain reliability and goal rate progressions that are worth
considering. Obviously, opponent free kicks seem to exert only moderate amount
of extra danger to our defense (especially between 200 and 300 time steps after
the free kick was taken), By contrast, the observed goal rates after corner kicks
by the opponent team (with ca. 0.077 per bin at ¢ € [100, 125] almost three times
as high as after kick-offs, cf. Figure 4) seem to leave room for improvement.
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Fig. 6. Reliability and Goal Rate After Further Game Events: This figure contrasts the
average ‘normal play” defense reliability and opponent goal rate with those that are
to be observed after opponent free kicks and after opponent corner kicks. The insight
is, that our team’s reliability is even higher than average after free kicks indicating
well-developed defense behavior. The opposite is true for opponent corners for which
our team’s behavior seems to be poorly adapted, as indicated by a goal rate that clearly
stands out for times in [125,175] steps after taking the corner kick.

Similarly we might extend the breadth of the analyses by focusing on, for
instance, our team’s standard situations or on arbitrary game situations, like
“ball has left the penalty area” or “an opponent self-pass has been intercepted”
to analyze the corresponding subsequent progress of the match. Moreover, so
far our focus has been on ultimate outcomes, i.e. goals (received or shot), but,
ultimately, other game events and statistics like “share of successful passes” or
“ball possession rate” might be be considered just as well.

5 Conclusion

We have presented the continuous integration and deployment system that we
developed and maintain as part of our activities in the realm of robotic soc-
cer simulation. The system enables the automatic conduction of large series of
matches against definable opponents upon any code change conducted, is able
to filter out games based on outlier rules, and facilitates the derivation of game
statistics that can guide the developers in improving the team. We released the
system under MIT licence on Github, making it available to the 2D community.
In order to demonstrate the usability of the system, we also presented a case
study where that system has been used end-to-end. It helped us uncover some
awkward weaknesses in our team’s playing strategy that occurred immediately
after scoring a goal. Using concepts from reliability theory, it additionally as-
sisted in analyzing the issue in depth and in aiming to ameliorate it.
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